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Abstract 
In the software performance domain, the task of evaluating the effects of performance measurement 
is important. For giving input to software architects, mean values, variances, and likelihood 
distributions are difficult to understand. In the hands of software programmers, trends and antipatterns 
are important tools for optimizing the consistency of software systems. Since decades, a vast number 
of architecture trends have emerged, as well as many output antipatterns. Antipatterns are a list of 
popular software development errors and their remedies. Although the literature includes both trends 
and antipatterns, they generally do not specifically recognize output implications. From an output 
standpoint, this paper discusses antipatterns. We analyze and explain how to overcome efficiency 
concerns correlated with one well-known architecture antipattern. Three additional output antipatterns 
that often exist in software systems are also proposed. 
Keywords: Anti-pattern framework, software systems 
 

抽象的 

在软件性能领域，评估性能测量效果的任务很重要。对于向软件架构师提供输入，平均值、

方差和似然分布很难理解。在软件程序员手中，趋势和反模式是优化软件系统㇐致性的重要

工具。几十年来，出现了大量的架构趋势，以及许多输出反模式。反模式是流行的软件开发

错误及其补救措施的列表。尽管文献中同时包含趋势和反模式，但它们通常并未具体识别输

出影响。从输出的角度来看，本文讨论了反模式。我们分析并解释了如何克服与㇐种著名的

架构反模式相关的效率问题。还提出了软件系统中经常存在的三个额外的输出反模式。 

关键词：反模式框架，软件系统 
I. Introduction 
The definition of design pattern was adopted 
many decades ago in the software development 

process for identifying good practices in software 
design 6. In comparison, the word ‘antipattern’ 
was invented a few decades earlier to define poor 
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design activities. Smith and Williams proposed 
various forms of antipatterns in this sense, 
including efficiency antipatterns, which are poor 
construction practices that may contribute to 
performance loss. A large number of design 
patterns and antipatterns have been identified in 
the literature, and they have been (and continue 
to be) widely used in industry because they have 
proven to be effective tools in the hands of 
software designers for improving software 
quality [1]. 
Performance antipatterns have been developed to 
solve performance concerns since the early 
stages of the software development life cycle, 
where it is appropriate to bring a new player into 
the process – a performance consultant – who 
aims to ensure that performance expectations are 
met. Since introducing such an actor is 
expensive, it is not often used in software 
production, slowing the resolution of 
performance problems to the testing process. 
The formal representation that we provided in 
our previous work, where we connected a first-
order logical formula in conjunctive normal form 
to each antipattern, representing a series of 
conditions under which it occurs, is used to 
describe the Performance Antipatterns 
information. Each logical predicate has literals, 
which are made up of a metric (F) and a threshold 
(namely T h). “Design metrics (e.g., the number 
of messages produced by a component) and 
output metrics (e.g., the number of messages 
generated by a component) must be derived from 
the program artifact (Metrics Calculation) (e.g., 
hardware nodes utilization).’’ Such metrics are 
compared to thresholds, whose values have to be 
set (Thresholds Binding), e.g., by means of some 
heuristics 5 
 
II. THE ‘GOD’ CLASS 

The ‘god’ class and the ‘blob’ are two terms used 
to describe this antipattern. The effect of this 
phenomena on consistency attributes such as 
modifiability and maintainability is addressed by 
both Reil and Brown, et al. In addition, having a 
‘god’ class in a design has a negative effect on 
results. 
 
a. Problem 
A ‘god’ class is one that does the most of the 
system's function while relegating other groups 
to supporting positions. It's normally quick to 
spot a template with a ‘god’ class. It usually has 
a single, complex controller class (often with a 
name that includes the words Controller or 
Manager) accompanied by basic data containers. 
These classes usually only have accessor 
operations (operations to get() and set() data) and 
don't do any computations themselves. The ‘god’ 
class obtains the data it requires using these data 
classes' get() operations, executes certain 
calculations, and then changes the data using 
their set() operations. 
The results of a ‘god’ class are shown in the 
(extremely) simplistic illustration below. 
Consider an industrial process management 
application in which the condition of a valve 
must be monitored (open or closed). Figure 1 
depicts a portion of a class diagram for a 
potential program design. Figure 1 illustrates 
how the Controller class acts like a ‘god’ class. 
There is no wisdom in the Valve class. It only 
reacts to open() and close() operation invocations 
and records its state (open or closed). The 
Controller is in charge of everything; it asks the 
Valve for facts, makes choices, and informs the 
Valve what to do [2]. 
As seen in the following code fragment, the 
Controller class is closely coupled with the Valve 
class and needs additional messages to execute 
an action. 
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Figure 1: A ‘god’ Class 
  
void openValve() {  
status currentStatus; 
currentStatus = theValve->getStatus();  
if (currentStatus != open)  
theValve->open();  
} 
To open a valve, the controller must first inquire 
about its condition, then double-check that it is 
not open, and eventually instruct the valve to 
open. To open the valve, you'll need two 
messages: one to get the status and another to call 
the open() function. Furthermore, if the concept 
of status is adjusted in Valve, all applicable 
operations in Controller must be updated as well. 
Valve's open() and close() operations clearly set 
the required status value. 
Through shifting the status check to the Valve 
class, the approach may be refactored to reduce 
both the coupling between Controller and Valve 
and the amount of messages needed to conduct a 
procedure. The refactored class diagram as seen 
in Figure 2. 
  

 
 Figure 2: Refactored Solution 
  

Now, the status check is in the Valve class (close 
to the data needed to perform the check). The 
openValve() operation in Controller is simply: 
void openValve() {  
theValve->open(); 
} 
and the open()operation in Valve becomes: 
void open() { 
if (status != open)  
status = open; 
} 
A variant of the ‘god’ class exists that, instead of 
doing all of the job, stores all of the system's 
records. After that, the roles are delegated to 
various groups. When one of the roles is not 
functioning correctly, Both types of ‘god’ are the 
product of inefficiently dispersed machine 
knowledge. When developing object-oriented 
programs, a strong rule of thumb is to hold 
similar data and actions together. Through 
assigning actions to one class and the data used 
to provide the behavior to another, all forms of 
‘god’ classes abuse this heuristic. 
A ‘god’ class may penetrate a design in a number 
of ways. Behavioral ‘god’ classes are often the 
product of an object-oriented design 
masquerading as a procedural one. When 
converting a legacy architecture to an object-
oriented style, ‘God’ classes are often added. 
When developers try to catch the central control 
function in the initial procedural architecture, 
they can end up with a behavioral ‘god’ class. In 
the other side, since the original architecture has 
a broad, global data framework, the current 
implementation is likely to have it as a data ‘god’ 
class [4]. 
In terms of output, a ‘god’ class causes issues by 
inducing unnecessary message traffic. Excessive 
traffic happens in the behavioral form of the issue 
as the ‘god’ class demands and changes the data 
it requires to monitor the machine from 
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subordinate groups. The dilemma is reversed in 
the data type, where subordinates request and 
upgrade data in the ‘god’ class. In both instances, 
the amount of messages needed to execute a 
function is higher than it would be if similar data 
and actions were allocated to the same class [3]. 
Sharble and Cohen offer a case study that 
specifically demonstrates the impact of a ‘god’ 
class on message flow. They propose two 
‘Object-Oriented Brewery’ designs. One (Design 
1) was created with the help of a data-driven 
design approach and has a behavioral ‘god’ type. 
The other (Design 2) was made with a 
responsibility-driven approach and refers to a 
refactored variant of Design 1. Figure 3 depicts 
the disparity in the amount of messages needed 
by each design for different scenarios. 
Design metrics like coupling and continuity were 
important to Sharble and Cohen, but not 
efficiency. As an ambiguity metric, they used 
message counts. However, when seen in terms of 
results, their evidence clearly demonstrates the 
performance effect of a ‘god’ class. 
The number of messages needed to complete a 
feature is often greater in the design comprising 
the ‘god’ type, as seen in Figure 3, often by a 
factor of two or more. Excessive message traffic 
will reduce efficiency in distributed systems, 
where an object of the ‘god’ class executes on a 
separate node than objects of its subordinate 
groups. 
b. Solution 
Refactoring the specification to spread 
intelligence equally over the top-level classes in 
the application is the answer to the ‘god’ class 
dilemma. It's important to hold all relevant 
details and actions together. The majority of the 
data that an object requires to make a judgment 
should be available to it. Be wary of the 
following: 1) an entity that must seek a vast 
volume of data from other objects and then 

update its state with the results, or 2) a collection 
of objects that must access a specific object to 
receive and update the data they interact with. 

 
Figure 3: Message Counts for Scenarios  
  
This solution to the ‘god’ class problem 
embodies the locality principle because an 
algorithm and the data that it requires are 
localized in the same object. 
The performance gain for the refactored solution 
will be: 
Ts =  Ms×O 
where Ts is the saved transmission period, Ms is 
the amount of messages saved, and O is the per-
message overhead. A message's overhead can 
vary depending on the method of request; for 
example, a local call will have less overhead than 
a remote procedure call. 
EXCESSIVE DYNAMIC ALLOCATION 
Objects are generated when they are first 
accessed (a type of ‘just-in-time’ approach) and 
then discarded when they are no longer used 
through dynamic allocation. This is frequently a 
reasonable way to organize a framework, since it 
allows for consistency in extremely complex 
circumstances. In a graphics editor, for example, 
making an instance of a form (such as a circle or 
rectangle) when it is drawn and removing it when 
the shape is erased may be a very helpful 
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solution. Excessive Dynamic Distribution, on the 
other hand, deals with the development and 
destruction of objects of the same class on a 
routine basis. 
Problem 
The cost of dynamic allocation is large. When 
your car needs petrol, you pull off to the side of 
the road, buy a piece of property, construct a gas 
station (which in turn builds pumps, and so on), 
and fill the tank, according to an author. When 
you're done, demolish the gas station and restore 
the property to its previous condition. Obviously, 
this strategy is only effective for the rich (and 
patient!). If you need gas regularly, you can stop 
using this process [5]. 
In object-oriented software programs, the case is 
close. When an entity is generated, the heap must 
be used to assign memory for it (and any items it 
contains), and any initialization code for the 
object and its contained objects must be run. To 
prevent ‘memory leakage,’ appropriate clean-up 
must be done when the entity is no longer used, 
and the recovered memory must be restored to 
the heap. Although the overhead of making and 
removing a single item can be minor, the output 
effect as a large number of items are made and 
then discarded repeatedly may be important. 

 

Figure 4: Excessive Dynamic Allocation 

Excessive Dynamic Allocation is shown in 
Figure 4 as a sequence diagram. This example 
comes from a call-processing program in which 
the switch generates a call entity to handle the 
call when a client raises the phone handset (an 
offHook event). The call object is lost until the 
call is ended (an onHook event). (Details on call 
handling can be contained in the handleCall 
series diagram, which is not seen here.) 
While creating a single Call object may not seem 
to be unnecessary, a Call is a complicated object 
that requires the creation of many other items. 
Furthermore, every hour, a switch will obtain 
hundreds of thousands of offHook events. The 
overhead of dynamically allocating call artifacts 
contributes significant delays to the period it 
takes to complete a call in this situation [6]. 
The cost of dynamic allocation, C, is: 

   
where N is the number of calls, depth is the 
number of contained objects that must be created 
when the class is created, sc and sd are the service 
time to create the object and to destroy the object 
respectively, and S is sc + sd. 
Excessive Dynamic Allocation costs are seen in 
Figure 5 for a variety of depth and S values (the 
amount of formation and destruction time). The 
graph illustrates how the expense of complex 
allocation grows as the amount of calls rises. It's 
worth noting that the graph depicts overall 
service period for dynamic allocation, 
independent of the amount of processes 
performing the calls. Since calls are multi-
processed, the answer time is determined by the 
amount of processes and their argument delays. 
However, cutting back on service time 
sometimes cuts down on reaction time. 
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Figure 5 Cost of Excessive Dynamic 

Allocation 

b. Solution  
The issues caused by Over Dynamic Allocation 
can be solved in two ways. 
The first is to ‘recycle’ items rather than creating 
new ones any time they are needed. This method 
creates a ‘pool’ of items that are pre-allocated 
and stored in an array. The pool is queried for 
new instances of the item, and those that are no 
longer required are returned to it. This method is 
useful for structures that include a large number 
of short-lived objects on a regular basis (like the 
call processing application). You compensate for 
pre-allocating the items at machine launch, but 
you save time by merely transferring a reference 
to the pre-allocated entity at runtime. This is an 
example of the processing vs frequency concept 
in action: we reduce the product of the number of 
processing times the frequency at which it is 
carried out. Garbage collection overhead and 
potential memory leaks are reduced by returning 
unused items to the tank [7]. 
The second strategy focuses on exchange to 
prevent the need for new items. The usage of the 
Flyweight pattern to enable all clients to share a 
common instance of the item is an illustration of 
this. In the ICAD case, an implementation of the 
Flyweight pattern to mitigate Excessive 
Dynamic Allocation. 
IV. CIRCUITOUS TREASURE HUNT 

Can you recall the kid's treasure hunt game where 
the first clue leads to a place where the next clue 
is concealed, and so forth, before the ‘treasure’ is 
found? Database implementations also use the 
antipattern comparison. Software retrieves data 
from one table, and uses the findings to scan a 
second table, retrieve data from that table, and so 
on before the ‘ultimate results’ are identified. 
a. Problem 
The vast amount of database processing 
necessary each time the ‘final results’ are needed 
has an effect on efficiency. It's particularly 
troublesome when the data is stored on a remote 
server and each connection necessitates sending 
both intermediate queries and their findings 
through a network, as well as possibly via other 
servers in a multi-tier setting. 
This antipattern is depicted in the computer-
aided architecture. Engineers may use the ICAD 
program to build and display drawings that 
model structures like aircraft wings. A model is 
stored in a relational database, and the database 
can contain several iterations of the model. 
A part of the ICAD class diagram with the related 
groups as seen in Figure 6. A model is made up 
of various components, such as beams that link 
two nodes, triangles that connect three nodes, 
and plates that connect four or more nodes. The 
location of a node in three-dimensional space 
defines it (x, y, z). To allow the engineer's model 
to be solved, additional data is correlated with 
each category of element. 
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Figure 6: ICAD Classes and Associations 

The DrawMod scenario, in which a model is 
retrieved from the database and drawn on the 
computer, is the subject of this case. This 
scenario's sequence diagram is seen in Figure 7. 
2000 beams and 1500 nodes make up a standard 
model (a single node may be connected to up to 
4 beams). The program first locates the model id, 
then uses it to locate the beams, and then repeats 
the steps to retrieve each beam row, use the node 
number from the beam row to locate the node 
coordinates, and finally retrieve the node row 
containing the ‘ultimate results’ – the node 
coordinates. The model is then drawn using this 
knowledge. There are 6001 database calls in a 
standard DrawMod scenario: 1 for the construct, 
2000 for beams, and 4000 for nodes [8]. 

Because of the expense of remote entry, query 
execution, and network relocation of all 
intermediate results, a high number of database 
calls creates the most severe performance issues 
in systems with remote database accesses. 

Another example of the antipattern can be seen 
in object-oriented structures with massive 
‘response sets’ for operations. In this scenario, 
one entity calls an operation on another object, 
which calls another object's activity, and so on 
until the ‘final result’ is reached. So, one by one, 
each process returns to the object that made the 
initial call. 

The extra processing needed to define and invoke 
the final procedure, particularly in distributed 
object systems where artifacts can exist in other 
processes and on other processors, has a 
performance effect. When the invocation 
generates and removes intermediate artifacts, the 
output effect is much greater. Since each context 

transfer will trigger the working set of the called 
object to be loaded, this action has weak memory 
localization. When the return executes, the 
operating sets of intermediate items will need to 
be reloaded. 

Figure 6 depicts a straightforward illustration of 
a class diagram. Assume the model data has been 
removed from the database and is now preserved 
in each object. The model object must then 
decide which Beam objects to call (from the 
association to Beam, which is most likely a table 
of pointers), and each Beam must determine 
which Node objects to call (from the association 
to Nodes). The Model initiates the first Beam 
process, which is preceded by the Beam 
activating two Node operations, and so on. 

 

Figure 7: DrawMod Example of Circuitous 
Treasure Hunt 

b. Solution 

If you discover the database access issue early in 
the implementation process, you will be able to 
choose a different data organisation. The node 
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coordinates (x, y, z) could be stored in the beam 
table in the DrawMod database, for example. 
Figure 8 shows the series diagram for the 
alternate database architecture. The database call 
to locate and retrieve nodes is no longer required 
since the node coordinates are stored in the beam 
row. There would be 4000 less database calls in 
a standard DrawMod situation of 2000 beams. 

In general, the number of calls saved will be: 

 where cs is the cumulative number of calls 
saved, aj is the number of related objects in the 
level below for each object in this level, and j is 
the number of objects in the level below for any 
object j between the object containing the ‘final 
result’ (the leaf class) and the object containing 
the ‘first hint’ (the root class). For eg, aj is 2 
nodes per beam for the leaf class (node), and aj 
is 2000 beams per model for the intermediate 
class (beam), so cs is 4000. 

There are a few limitations to reorganizing the 
DrawMod data in this manner. Data organisation 
that is optimized for one scenario can be de-
optimized for other scenarios. The output 
engineer would need to examine the performance 
effect of each alternative on other cases that 
utilize the database to assess its suitability. It's 
not a smart idea to configure the database 
organization for one situation if it has a harmful 
influence on all others; you want the ‘globally 
optimized’ approach for the main output 
scenarios. ‘‘You compare the model strategies 
and revise each situation that is influenced by the 
adjustment to determine the overall results.” The 
nature of this discussion does not include 
specifics. 

 

Figure 8: Refactored DrawMod Scenario 

If the network organization cannot be modified, 
you will reduce the amount of external database 
calls by utilizing the Adapter pattern to provide a 
more rational interface for remote calls in 
distributed networks. The Adapter will then 
perform all other (local) database calls necessary 
to access the ‘final result’ and only return such 
results to the remote caller. This limits the 
frequency of remote calls and the volume of data 
exchanged thus leaving database processing 
unchanged. Creating a new relation that leads 
directly to the ‘ultimate outcome’ is an option for 
designs of massive answer sets. In Figure 6, for 
example, we will introduce a relationship 
between the Model and Node classes [9]. This 
will reduce the amount of operations called from 
6000 (2000 Beam calls + 4000 Node calls) to 
1500 in the DrawMod scenario (the number of 
Nodes per Model). If these are remote calls made 
by middleware such as Corba or DCOM, the 
output effect is important. 

V. CONCLUSION 
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This paper looked at antipatterns from an 
efficiency standpoint. We demonstrate the 
performance consequences of a well-known 
antipattern, as well as add new antipatterns with 
negative performance consequences and 
measure their effects. 

Antipatterns, like their predecessors, trends, are 
valuable because they collect expert software 
design information. Their worth has been amply 
illustrated by their widespread recognition in the 
development culture. The lack of emphasis on 
performance problems has become a significant 
flaw in both trends and antipatterns. Although 
certain writers have made success a priority, the 
majority have treated it as an afterthought, if at 
all. Demonstrating the output characteristics of 
trends and antipatterns is important so that 
software engineers can choose solutions that 
match their performance objectives. 

More research on trends and antipatterns, as well 
as their effect on efficiency and other quality 
attributes, is needed. Other performance-related 
patterns and antipatterns are also being 
discovered. A upcoming book will outline all of 
these. 
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